Chapter 1
Representing Information
“A picture may be worth a thousand words; a formula is worth a
thousand pictures.”
—Edsger Dijkstra
We do so many things with our digital devices that we may forget the
original purpose: computation.
When Dr. Howard Aiken was in
charge of the huge, mechanical
Harvard Mark I calculator during
World War II, he wasn’t happy unless the machine was “making
numbers,” that is, completing the
numerical calculations needed for
Figure 1-1
the war effort. We still use computHoward Aiken, center, and Grace Murray Hopper,
ers for purely computational tasks, on Aiken’s left, with other members of the Bureau
to make numbers. It may be less ob- of Ordnance Computation Project, in front of the
vious, but the other things for Harvard Mark I computer at Harvard University,
which we use computers today are, 1944.
U.S. Department of Defense
underneath, also computational
tasks. To make that phone call, your phone, really a computer, converts an electrical signal that’s an analog of your voice to numbers, encodes and compresses
them, and passes them onward to a cellular radio which it itself is controlled by
numbers. Numbers are fundamental to our digital devices, and so to understand those digital devices, we have to understand the numbers that flow
through them.

Numbers as Abstractions
It is easy to suppose that as soon as humans began to accumulate possessions,
they wanted to count them and make a record of the count. Someone’s wealth
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might be told by the answer to “How many dogs do you have?” It is equally
easy to suppose that such a question might be answered this way:
. Those
tally marks, which could be scratched into stone or “written” on wood with
charcoal, are an abstraction for some number of things, in the example, seven
dogs.
Tally marks don’t lend themselves well to representing large quantities, nor
even to simple arithmetic, but they do serve as abstractions for physical quantities. Many civilizations invented systems of numbers more complex, and more
useful, than tally marks. You are likely to be familiar with Roman numerals; we
would represent those seven dogs as VII, which looks suspiciously like tally
marks. It’s easy to represent numbers of up to several thousand with Roman
numerals and addition is easy. Subtraction, multiplication, and even division
are possible.
In every case, numbers served as abstractions of physical quantities: dogs,
sheep, hectares of land, gold pieces, and on and on. As you progress through
the book, you will see that we can use numbers to represent symbols, sounds,
pictures, video, and things like gestures on a touch screen. To do so, we need
something more tractable than tally marks, or even Roman numerals.

Positional Number Systems
To get that something more tractable, number systems needed two things: a
symbol for the null or empty value, which we now call zero, and the idea that
the value of a symbol should depend not only on the symbol itself, but also on
its position within a number. A symbol for the null value, or additive identity,
was invented in India, and separately by the Mayans and Babylonians. There
are ancient examples of positional notation, but without a symbol for the null
value, it was hard to tell an empty space from sloppy writing.
The breakthrough came in the year 498 CE when Indian mathematician and
astronomer Āryabhaṭa described a system of numbers in which each position
had a value ten times its predecessor and which used a special symbol as a placeholder. You learned this in grade school. The teacher told you that numbers
have a ones place on the right, then tens place, hundreds place, and so on.
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The word zero started out in India as śūnya, translated by the Arabs as sifr
(empty) and transliterated into Italian as zefiro. The word “zero” didn’t appear
in English until 1598. English-speakers still sometimes use the word cipher to
mean something worthless, and ciphering to mean arithmetic. 16
Combining those breakthrough ideas of a symbol for the additive identity and
positional notation for the value of symbols in a number gave us the modern
decimal system of numbers. Let’s look at an example. The number 1,037 is
1 × 1000 + 0 × 100 + 3 × 10 + 7 × 1. Starting from the right, that’s the ones place,
tens place, hundreds place and thousands place we learned about in grade
school. It’s called the decimal system because it is based on powers of ten. Another word for “decimal” system is base ten system.
To examine the decimal system further we need two rules of mathematics.
Rule: Any number to the power zero is one.
Rule: Any number to the power one is itself.
With those two rules, we can express the ones place, tens place, hundreds place,
and so on as powers of ten. Let us look at our example again:
1,037 = 1×103 + 0×102 + 3×101 + 7×100.
In decimal numbers, and in all positional number systems, zero serves as a
placeholder. In the example, it tells us that there is nothing in the hundreds
place. It is that placeholder zero that pushes the one into the thousands place.
Using just the digits zero through nine, the decimal number system can express
any non-negative integer, however large. The value of an n-digit decimal integer is
an-1×10n-1 + an-2×10n-2 + … + a1×101 + a0×100
This can be written more compactly as 17:

16 In the twenty-first century, “cipher” is much more likely to be related to cryptography than to arithmetic.
17 The Greek capital Σ (sigma) means summation; the expression below the Σ shows the index and starting
value, the expression above shows the ending value.

23

Computing Concepts for Information Technology

𝑛𝑛−1

� 𝑎𝑎𝑖𝑖 × 10𝑖𝑖
𝑖𝑖=0

Adding a minus sign to the available symbols lets us express any integer, positive or negative. To express fractions, we use the period symbol as a decimal
point. The digit immediately to the right of the period represents 10−1 or 1/10,
the next digit 10−2 or 1/100, and so on. Although we can represent any integer
with decimal numbers, the same is not true of fractions. For example, the fraction 1/3 cannot be exactly represented as a decimal fraction. However, we can
make an arbitrarily precise approximation; if 0.33 isn’t close enough, we can
write 0.333, or even 0.3333333333.

Other Bases
The discussion so far has been limited to base ten or decimal numbers because
they are familiar to us. It is possible to represent numbers in positional notation
using bases other than ten. An n-digit non-negative integer in base B would be
represented as
𝑛𝑛−1

� 𝑎𝑎𝑖𝑖 × 𝐵𝐵𝑖𝑖
𝑖𝑖=0

The only difference between this expression and the one above is that we have
substituted some base B for ten. The choice of a base isn’t entirely arbitrary;
we’d like it to be an integer, greater than one, and relatively small. These constraints are because a base B number system requires B symbols. We need at
least two symbols so that we can have a zero to serve as a placeholder. We don’t
want so many symbols that reading and writing numbers becomes unwieldy. In
computing, it is common to deal with numbers expressed as base two, base
eight, and base 16 in addition to the decimal numbers.
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Binary Numbers
Numbers in base two are called binary numbers. A binary number system requires two symbols; we choose 0 and 1. The positions within a binary number
have values based on the powers of two, starting with 20 in the rightmost position. The digits of a binary number are called bits; bit is a contraction of binary
digit. A binary number is expressed this way:
𝑛𝑛−1

Binary Integers

� 𝑎𝑎𝑖𝑖 × 2𝑖𝑖
𝑖𝑖=0

Consider the binary number 10101. This represents the value
1×24 + 0×23+ 1×22 + 0×21+ 1×20, or 1×16 + 0×8 + 1×4 + 0×2 + 1×1,
or 16 + 4 + 1, or 21. Let’s look at the same thing a different way:
Binary number
Powers of two

1
24

0
23

1
22

0
21

1
20

Decimal values of powers of two

16

8

4

2

1

Add values where binary digits are one

16

+4

+ 1 = 21

The first row is the binary number we want to examine. On the second row
starting at the right, we write the power of two that corresponds to each position. The rightmost position is 20 and the power increases by one with each
position to the left.
The third row is the decimal value of each of the powers of two. Notice that
each of the numbers is twice the value of its predecessor. You simply start with
one in the rightmost position and double each time you move left.
The decimal value of each digit is the digit itself, zero or one, multiplied by the
power of two indicated by the digit’s position. If the digit is a one, we copy the
power of two to the fourth row; if the digit is a zero, we do not. This is equivalent
to multiplying each positional value by the associated binary digit. Finally, we
add across the bottom row to get the decimal value of the binary number.
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Students of computing will find it convenient to memorize the values of the first
several powers of two, plus certain other values like 210, 216, and 220. You can
easily find the value of any small power of two by starting with one you know
and doubling until you reach the desired value. For example, if you know 216,
you can find 218 by doubling twice. If necessary, you can start with 20 = 1 and
double until you reach the value you need.
Usually the base of a number will be clear from the context; if necessary, the
base is indicated by a subscript following the number, so we could write, for
example, 10102 = 1010.

Units and powers of two
Earlier in the history of computing it was common to use the prefixes kilo,
mega, and giga to refer to larger powers of two. Strictly speaking, kilo is 1,000,
but the difference between 1,000 and 210 = 1,024 is small. However, by the time
one reaches giga, the difference is significant. One giga is 1,000,000,000, but 230
is 1,073,741,824. The difference caused confusion, particularly in describing
storage devices. To resolve the confusion, in 1999 the International Electrotechnical Commission (IEC) adopted a standard set of names for powers of two
similar to kilo, mega, and giga, but including the syllable bi for binary.
IEC Units for Powers of Two
Unit

Abbrev

Value

kibibyte

KiB

210 = 1,024

mebibyte

MiB

220 = 1,0242

gibibyte

GiB

230 = 1,0243

tebibyte

TiB

240 = 1,0244

pebibyte

PiB

250 = 1,0245

Figure 1-2
Units for powers of two
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Values are defined up to yobibyte, 1,0248. Sadly, consistent use of these standard
units hasn’t been widely adopted. Worse, units are used confusingly. A gigabyte
might be 1,073,741,824 when referring to memory but 1,000,000,000 when referring to a disk 18. The implication is that you should use the IEC units when
precision is important and you must be sure you understand the meaning of
units used by others.

Why Binary?
We’ve gone to some length to describe a number system based only on zero and
one. It is appropriate to digress briefly to explain why we choose to use binary
numbers instead of the familiar decimal system when building computers. Part
of the answer is reliability. It turns out to be relatively easy to design electronic
circuits that can reliably distinguish between on and off, or between positive
and negative. It is much harder to build circuits that can reliably discriminate
among several states. Seemingly identical electronic components will be slightly
different even when new because of manufacturing tolerances. These differences are magnified with age and with differences in operating environment.
Consider a decimal computing machine in which we choose to represent the
digits zero through nine with signals of zero through nine volts. We design the
machine so that an actual signal of 6.8 volts is interpreted as the digit seven,
allowing some tolerance for error. We might also decide that 6.4 volts represents six. What do we do with a voltage of 6.5? Does this represent seven or six?
With this scheme, a difference of 0.5 volts, or five percent, causes an error that
cannot be resolved.
With binary circuits, we need only the symbols zero and one. If we say that zero
volts represents a zero and five volts represents a one, we can interpret anything
less than 2.5 volts as zero and anything greater as one. This design can tolerate
an error of nearly 50% and still produce correct results.

18 It doesn’t make sense to use powers of ten to specify memory sizes because memory addresses are binary
numbers and one wants every bit combination to be a valid address.
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It is possible to use binary circuits to represent decimal numbers. For example,
ENIAC 19 used ten binary elements, only one of which was on at any given time,
to represent the ten decimal digits. John von Neumann, in his First Draft of a
Report on the EDVAC, observed binary circuit elements used in that way can
represent values from zero to nine; if the same ten elements are used as a tendigit binary number, they can represent values from zero to 1,023. The second
part of the reason is that the use of binary numbers maximizes the expressive
power of binary circuits.

Converting Decimal to Binary
Converting binary numbers to decimal is easy. Just write down the
powers of two, which correspond to
each digit in the binary number,
then sum those for which the binary
digit is a one. To convert a decimal
number to binary, we express the
decimal number as a sum of powers
of two. These indicate which binary
digits are ones; the rest will be zeros.
Figure 1-3
One approach is repeated division
14110 converted to binary using
by two. In the example at Figure
repeated division by two.
1-3, we convert 14110 to binary. In
the example, the remainders are the binary digits.

The remainder from the first division in Figure 1-3 tells whether the number is
even or odd; in other words, whether the 20 place is one or zero. In the example,
it is one. The second division determines the value of the 21 place, then the 22
place, and so on. The algorithm terminates when the quotient is zero. The digits
of the binary number are read from bottom to top, and 14110 is equal to
100011012.

19 “Electronic Numerical Integrator and Computer.” ENIAC and EDVAC were early electronic computers.
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Finite Precision Arithmetic – How High Can We
Count?
With pencil and paper, we can write down any number we can imagine, using
either the decimal or binary number systems. If we need more digits, we just
write them. With computing machinery, the number of bits available for a
number is likely to be fixed by the architecture. So, the question, “How high can
we count given a fixed number of bits?” becomes an important one. Fortunately, it’s easy to answer.
An n-bit binary number has 2n possible values. This is easy to see. A single bit
has two possible values, zero and one. With two bits, you get four values: 00, 01,
10, and 11. Three bits can generate eight distinct combinations, and so on. Of
the 2n possible values of an n-bit number, one will be all zeros and represent the
value zero. So the largest value that can be represented using an n-bit number
is 2n –1. An eight bit binary number has 28 (256) possible values, but since one
of those values represents zero, the largest possible eight bit number is 28–1 or
255. It is even smaller if a signed number is needed, as discussed below.
There’s another implication to the fact that in computers, binary numbers are
stored in fixed-size areas. It is that each binary number must be the same number of bits. For unsigned integers, this is accomplished by padding on the left
with zeros.
Computers perform arithmetic on fixed-size numbers, called words. The arithmetic of fixed-size numbers is called finite-precision arithmetic. The rules for
finite-precision arithmetic are different from the rules of ordinary arithmetic.
The sizes of numbers which can be arithmetic operands are determined when
the architecture of the computer is designed. Common sizes for integer arithmetic are 16, 32, and 64 bits. It is possible for the programmer to perform arithmetic on larger numbers or on sizes which are not directly implemented in the
architecture. However, this usually requires multiple steps. Often the programmer picks the most appropriate size implemented by the architecture.
This puts a burden on computer architects and computer language designers to
select appropriate sizes for integers, and on the programmer to be aware of the
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limitations of the size he has chosen and the limitations of finite-precision
arithmetic in general.
Consider what it would be like to perform arithmetic if one were limited to
three-digit decimal numbers. Neither negative numbers nor fractions could be
expressed directly, and the largest possible number that could be expressed is
999. This is the circumstance in which we find ourselves when we perform computer arithmetic because the number of bits is fixed by the computer’s architecture. Although we can usually express numbers larger than 999, the limits are
real and small enough to be of practical concern. Working with unsigned 16bit binary integers, the largest number we can express is 216–1, or 65,535. If we
assume a signed number, the largest number is 32,767.
There are other limitations. Consider again the example of three-digit numbers.
We can add 200 + 300, but not 600 + 700 because the latter sum is too large to
fit in three digits. Such a condition is called overflow and it is of concern to
architects of computer systems. Because not all operations which will cause
overflow can be predicted when a computer program is written, the computer
system itself should check whether overflow has occurred and, if so, provide
some indication of that fact.
The algebra of finite-precision is different from ordinary algebra. Neither the
associative law nor the distributive law applies. Two examples from Tanenbaum (1990) illustrate this. If we evaluate the expression
a + (b – c) = (a + b) – c
using a = 700, b= 400, and c=300, the left-hand side evaluates to 800, but overflow occurs when evaluating a + b in the right-hand side. The associative law
does not hold.
Similarly if we evaluate
a × (b – c) = a × b – a × c
using a = 5, b = 210, and c = 195, the left-hand side produces 75, but in the righthand side, a × b overflows and distributive law does not hold.
30

Representing Information

Binary Arithmetic – Addition
Since we’ve talked about binary numbers as the basis for the electronic circuits
for computers, it won’t surprise you that we can do arithmetic on binary numbers. All the operations of ordinary arithmetic are defined for binary numbers,
and they work much the same as you are used to. Let’s look at the rules for
binary addition:
0
+0
0
(a)

0
+1
1
(b)

1
+0
1
(c)

1
+1
10
(d)

1
+1
+1
11
(e)

The first three of those don’t require any explanation, but rules (d) and (e) might.

In rule (d), the result is a binary number, so
102 represents one two and no ones, and in
binary one plus one is two, exactly as you
Figure 1-4
Rules for binary addition
would expect. The rule says that 1+1=0,
with one to carry to the next place. This is the same principle as carrying numbers in decimal addition, except that we carry when the partial sum is greater
than one. Rule (e) adds three ones to get a one as the partial sum and another
one to carry. We’ve written 1+1+1=3, which is what we expect.
1 1 1
Now we will add two binary numbers with more than
0 0 1 1 0
one bit each so you can see how the carries “ripple” left,
+ 0 1 1 1 1
just as they do in decimal addition.
1 0 1 0 1
Figure 1-5
The three carries are shown on the top row. Normally,
Addition
showing carry
you would write these down as you complete the partial sum for each column. Adding the rightmost column produces a one with
no carry; adding the next column produces a zero with one to carry. Work your
way through the entire example from right to left. Then convert the addends
and sum to decimal to verify that you got the right answer.
One can also express the rules of binary addition with a truth table. This is important because there are techniques for designing electronic circuits which
compute functions expressed by truth tables. The fact that we can express the
rules of binary addition as a truth table implies that we can design a circuit
which will perform addition on binary numbers, and that turns out to be true.
We examine such a circuit in Chapter 2.
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We only need to write the rules for one column of bits; we start at the right and
apply the rules to each column in succession until the final sum is formed. Binary addition is remarkably similar to decimal addition. As you would expect,
the other arithmetic operations are also defined for binary numbers.

Negative Numbers – Two’s Complement
So far we have dealt only with non-negative integers – whole numbers zero or
greater. For a computer to be useful, it must be able to handle binary negative
numbers and fractions. For pencil-and-paper arithmetic we could represent
signed binary numbers with plus and minus signs, just as we do with decimal
numbers. With computer circuits, our only symbols are zero and one. We must
have a way of representing negative numbers using only zeros and ones. There
are four possible approaches: signed magnitude, ones’ complement, two’s complement, and excess n. 20 In the first three of these, the leftmost bit is considered
the sign bit. A zero in the sign bit indicates a positive number and a one indicates a negative number. The ones’ complement is formed by complementing
each bit of the binary number. Signed-magnitude and excess-n numbers are
used in floating point operations, and will be discussed there. Ones’ complement arithmetic is obsolete in computer design.
In signed-magnitude representation, a zero in the sign bit indicates a positive
number, and a one indicates a negative number. There is a problem with signed
magnitude: is has two representations for zero. Consider an eight-bit word.
00000000 is “plus zero” and 10000000 is “minus zero.” Since testing for zero is
something that’s done very frequently in computer programming, we would
like to develop a better idea.
The better idea is something called two’s complement. Two’s complement
numbers are used almost universally for integer representation of numbers in
computers. The sign still resides in the leftmost bit, and positive numbers are
treated just like the unsigned integers we’ve already used except that results are
never allowed to flow over into the sign bit.
20 The apostrophes are in the right places. “… a two’s complement number is complemented with respect
to a single power of 2, whereas a ones’ complement number is complemented with respect to a long
sequence of 1s.” (Knuth, 1969)
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Let’s go back to the basic idea of a binary number. In the binary number system,
we can express any non-negative integer as the sum of coefficients of powers of
two:
𝑎𝑎𝑛𝑛−1 × 2

𝑛𝑛−1

+ 𝑎𝑎𝑛𝑛−2 × 2

𝑛𝑛−2

1

0

𝑛𝑛−1

+ … + 𝑎𝑎1 × 2 + 𝑎𝑎0 × 2 = � 𝑎𝑎𝑖𝑖 × 2𝑖𝑖
𝑖𝑖=0

In two’s complement numbers, the leftmost bit, or sign bit, represents a negative coefficient of a power of two and the remaining bits represent positive coefficients which are added back. So, an n-bit two’s complement number has the
form:
–2

𝑛𝑛−1

𝑛𝑛−2

+ � 𝑎𝑎𝑖𝑖 × 2𝑖𝑖
𝑖𝑖=0

Consider 10000000, an eight-bit two’s complement number. Since the sign bit
is a one, it represents –27 or –128. The remaining digits are zeros, so 10000000
= –128, a minus 128 with nothing added back. The number 10000001 is –128+1
or –127. The number 10000010 is –126, and so on. 11111111 is –128 +127 or
–1.
Now consider 01111111, also an eight-digit two’s complement number. The
sign bit still represents –27 or –128, but the coefficient is zero, and this is a positive number, +127.
The two’s complement representation has its own drawback. Notice that in
eight bits we can represent –128 by writing 10000000. The largest positive number we can represent is 01111111 or +127. Two’s complement is asymmetric
about zero. For any size binary number, there is one more negative number
than there are positive numbers. This is because, for any binary number, the
number of possible bit combinations is even. We use one of those combinations
for zero, leaving an odd number of values to be split between positive and negative. Since we want zero to be represented by all binary zeros and we want the
sign of positive numbers to be zero, there’s no way to escape from having one
more negative number than positive.
If you think of a two’s complement number as a large negative number with
positive numbers added back, you could conclude that it would be difficult to
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form the two’s complement. It turns out that there’s a method of forming the
two’s complement that is very easy to do with either a pencil or a computer:
•
•

Take the complement 21 of each bit in the number to be negated. That
is, if a bit is a zero, make it a one, and vice-versa.
To the result of the first step, add one as though doing unsigned arithmetic.

Let’s do an example: we will find the two’s complement representation of –87.
We start with the binary value for 87, or 01010111. Here are the steps:
0 1 0 1 0 1 1 1
1 0 1 0 1 0 0 0
+
1
1 0 1 0 1 0 0 1

original number
each bit complemented, or “flipped”
add 1 to 10101000
this is the two’s complement, or –87

Figure 1-6
Forming the two’s complement of 8710

We can check this out. The leftmost bit represents –128, and the remaining bits
have positive values which are added back. We have –128 + 32 + 8 + 1, or –128
+ 41 = –87. There’s another way to check this. If you add equivalent negative
and positive numbers, the result is zero, so –87 + 87 = 0. Does 01010111 +
10101001 = 0? Perform the addition and see.

A shortcut for forming the two’s complement
There is an easy way to form the two’s complement of a binary number:
•
•

Copy bits from the right until you have copied a one bit
Complement (flip) the remaining bits.

Why does this work? You can add one to a binary number by flipping bits from
the right until a zero is reached, flip the zero to a one, and copy the remaining
bits. That trick for adding one flips all the bits to the right of the first zero-bit
and also the first zero bit itself. The shortcut for forming the two’s complement
21 In the discussion of two’s complement, complement, invert, and flip all mean change zero to one and one
to zero.
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effectively flips all bits, then flips the first 1 (now 0) and the bits to the right of
it back, hence invert all the bits and add one.

Sign Extension
In working with two’s complement numbers, you will often find it necessary to
adjust the length of the number, the number of bits, to some fixed size. Clearly,
you can expand the size of a positive (or unsigned) number by adding zeros on
the left, and you can reduce its size by removing zeros from the left. If the number is to be considered a two’s complement positive number, you must leave at
least one zero on the left in the sign bit’s position.
It’s also possible to expand the size of a two’s complement negative number by
supplying one-bits on the left. That is, if 1010 is a two’s complement number,
1010 and 11111010 are equal. 1010 is −8 + 2 or −6. 11111010 is
−128+64+32+16+8+2 or −6. Similarly you can shorten a negative number by
removing ones from the left so long as at least one one-bit remains.
We can generalize this notion. A two’s complement number can be expanded
by replicating the sign bit on the left. This process is called sign extension. We
can also shorten a two’s complement number by deleting digits from the left so
long as at least one digit identical to the original sign bit remains.

Addition of signed numbers
We have already considered addition of unsigned binary numbers. Binary addition of two’s complement signed numbers can be performed using the same
rules given above for unsigned addition. If there is a carry out of the sign bit, it
is ignored. Why? Although not precisely correct mathematically 22, it is easiest
to think of a two’s complement number as having a sign bit on the left and value
bits elsewhere. A problem occurs only if the carry into the sign bit is different
from the carry out of the sign bit. That causes an incorrect sign bit, which is an
overflow condition.

22 A precise explanation requires the use of modulus arithmetic, which would make the author’s hair hurt.
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Since we are dealing with finite-precision arithmetic, it is possible for the result
of an addition to be too large to fit in the available space. The answer will be
truncated and will be incorrect. This is the overflow condition discussed above.
The overflow rule for determining whether overflow has occurred in two’s
complement numbers is:
•
•

If two numbers of opposite signs are added, overflow cannot occur.
If two numbers of the same sign are added, overflow has occurred if
and only if the result is of the opposite sign.

The first part says if I add a positive and a negative number, the result is necessarily of smaller magnitude than the larger of the two addends. The second part
says if I add two positive numbers and get a negative answer, something is
wrong! The same is true of adding two negative numbers and getting a positive
answer. The something that is wrong is that overflow has occurred.
With pencil-and-paper arithmetic, it is usual to ignore a carry out on the left
and verify the sign of the result. In a digital logic circuit, the easy way is to feed
the carry in to the leftmost bit and the carry out from it into an XOR gate. If the
result is a logic 1, overflow has occurred. The carry out is not otherwise used
nor stored. See the ALU diagram in Figure 3-9.

Subtraction
Addition has the property of being commutative, that is, a+b = b+a. That is not
true of subtraction. 5 – 3 is not the same as 3 – 5. For this reason, we must be
careful of the order of the operands when subtracting. We call the first operand,
the number that is being diminished, the minuend; the second operand, the
amount to be subtracted from the minuend, is the subtrahend. The result is
called the difference.
51 minuend
–22 subtrahend
29 difference
Since we can form the complement of a binary number easily and can add
signed numbers easily, the obvious answer to the problem of subtraction is the
subtraction rule: take the two’s complement of the subtrahend and add it to
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the minuend. We don’t have to build special circuits to perform subtraction.
All we need are a circuit which can form the bitwise complement of a number
and an adder.

Binary Fractions
In ordinary decimal numbers, we represent fractions as negative powers of ten,
and we mark the division between the integer and fraction parts with a “decimal
point.” The same principle applies to binary numbers. 0.12 is 2–1 or 1/2; 0.112 is
2−1 + 2−2 or 1/2 + 1/4 = 3/4. As with decimal fractions, not all fractional values
can be represented exactly, but we can get arbitrarily close by using more fraction bits.
With pencil and paper, we can use a period as a “binary point” to separate the
fractional part of a binary number from the integer part. Within a computer,
we don’t have a symbol we can use for the “binary point.” A programmer who
wants to use binary fractions directly must pick a location for the implied binary
point and scale all numbers to maintain binary point alignment. There is an
easier way, and that is to use floating point numbers, which are discussed in
section 1.5.

Hexadecimal Numbers as Shorthand
The hexadecimal, or base 16 number system is a positional number system. It
needs 16 symbols; we choose 0...9 and A, B, C, D, E, and F. 23 The place values
are powers of 16. However, the principal use of hexadecimal numbers in computing is as shorthand for binary numbers. Copying long strings of ones and
zeros is error-prone. Using hexadecimal notation let us write one hex symbol
to represent four binary digits.
Binary

Hex

Binary

Hex

Binary

Hex

Binary

Hex

0000

0

0100

4

1000

8

1100

C

0001

1

0101

5

1001

9

1101

D

23 In general, the letters used for the last six symbols are not considered to be case-sensitive, so a and A are
equivalent.
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0010

2

0110

6

1010

A

1110

E

0011

3

0111

7

1011

B

1111

F

Figure 1-7
Correspondence of binary numbers to hexadecimal digits

It is common to use indications other than a subscript 16 to identify numbers
as hexadecimal when it is not clear from the context. The following are all examples of indicators of hexadecimal numbers: 7A16, x’7A’, 0x7A, and 7Ax.

Very Large and Very Small Numbers
The natural arithmetic operand in a computer is the binary integer. However,
the range of numbers that can be represented is limited by the computer’s word
size. We cannot represent very large or very small numbers. For example, in a
computer with a 32-bit word, the largest signed number is 231 – 1. The range is
further diminished if some bits of the word are used for fractions. There are
techniques for performing integer arithmetic on groups of two or more words,
but these are both painful for the programmer and consuming of CPU time.
It is not uncommon for very large and very small numbers to occur in the kinds
of problems for which computers are used. These numbers do not lend themselves to representation in integer form, or integer and fraction form. Another
approach is needed for problems whose variables are not small integers.

Scientific Notation
Scientists and engineers have developed a compact notation for writing very
large or very small numbers. If we wrote it out, the mass of the sun in grams
would be a two followed by 33 zeros. The speed of light in meters per second
would be a three followed by eight zeros.
These same numbers, when expressed in scientific notation, are 2 × 1033 and 3
× 108. Any number n can be expressed as
n = f × 10c
where f is a fraction and c is an exponent. Both f and c may be negative. If f is
negative the number n is negative. If c is negative, the number is less than one.
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The essential idea of scientific notation is to separate the significant digits of a
number from its magnitude. The number of significant digits is determined by
the size of f and the range of magnitude is determined by the size of c.
We wrote the speed of light as 3 × 108 meters per second. If that is not precise
enough, we can write 2.997 × 108 to express the same number with four digits
of precision. Numbers expressed in this way can be made as precise as necessary
by increasing the number of digits, the precision, of the fractional part. The
range can be increased by increasing the size of the exponent.

Floating-Point Numbers
Floating-point number systems apply this same idea – separating the significant digits of a number from its magnitude – to representing numbers in computer systems. Relatively small numbers for the fraction and exponent part
provide a way to represent a very wide range with acceptable precision.
In the early days of computers, each manufacturer developed their own floating-point representation. These were incompatible. In some cases, they even
produced wrong answers. Floating-point arithmetic has some subtleties which
are beyond the scope of this book.
In 1985, the Institute of Electrical and Electronic Engineers published IEEE
Standard 754 for floating-point arithmetic. Virtually all general purpose processors built today have floating-point units which conform to IEEE 754. The
examples in this chapter describe IEEE 754 single precision floating-point number format.
Instead of using base ten and
powers of ten like scientific notation, IEEE 754 floating-point uses
a binary fraction and an exponent
Figure 1-8
that is interpreted as a power of
IEEE 754 single-precision format
two. The format of a single-precision floating-point number is shown in Figure 1-8. The leftmost bit indicates
the sign of the number, with a zero indicating positive and a one indicating
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negative. The exponent occupies eight bits and is also signed. A negative exponent indicates that the fraction is multiplied by a negative power of two, that is,
that the number is less than one. The fraction part, called the significand, occupies 23 bits in the single precision format. The name significand was chosen
to emphasize that the size of the significand determines the maximum number
of significant digits, the precision, or the number represented.
The exponent is stored as an excess-n number. 24 For the single precision format, it is excess 127 number. That means that the value stored is 127 more than
the true value. A stored value of one indicates a true value of −126. A stored
value of 254 indicates a true value of +127. Exponents values of zero and 255
(all ones) are used for special purposes described later. The excess-n form is
used because it allows for bitwise comparison for greater-than or less-than.
The significand is a 23-bit binary fraction with the binary point assumed to be
to the left of the first bit of the fraction. The approximate range of such a number is ± 10–38 to ±1038 for the single-precision format. This is substantially more
than we can express using a 32-bit binary integer. However, floating point gives
up precision for range; the precision of a single-precision floating point number
is a little more than seven decimal digits.
In addition to the single precision format, IEEE 754 defines several other formats. The double precision format occupies 64 bits with precision of almost 16
decimal digits and a range of ± 10–308 to ±10308. The extended precision format
is 80 bits, and the quad precision format is 128 bits. Spreadsheet programs and
languages like JavaScript frequently use the double precision format. The extended precision format was developed for hardware floating point units to
avoid loss of precision on internal operations when using 64 bit operands. Extended precision is supported by a number of programming languages as a
“long double” type.

24 Excess-n is also called offset binary.
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Normalized Numbers
We represented the speed of light as 2.997 × 108. We could also have written
0.2997 × 109 or 0.02997 × 1010. We can move the decimal point to the left, adding zeros as necessary, by increasing the exponent by one for each place the
decimal point is moved. Similarly, we can compensate for moving the decimal
point to the right by decreasing the exponent. However, if we are dealing with
a fixed-size fraction part, as in a computer implementation, leading zeros in the
fraction part cost precision. If we were limited to four digits of fraction, the last
example would become 0.0299 × 1010, a cost of one digit of precision. The same
problem can occur in binary fractions.
In order to preserve as many significant digits as possible, floating-point numbers are stored such that the leftmost digit of the fraction part is non-zero. If,
after a calculation, the leftmost digit is not significant (i.e. it is zero), the fraction
is shifted left and the exponent decreased by one until a significant digit – for
binary numbers, a one – is present in the leftmost place. A floating-point number in that form is called a normalized number. There are many possible unnormalized forms for a number, but only one normalized form.
Storing numbers in normalized form provides an opportunity to gain one more
significant binary digit in the fraction. If the leftmost digit is known to be one,
there is no need to store it; it can be assumed to be present. IEEE 754 takes
advantage of this; there is an implied one bit and an implied binary point to the
left of the fraction. To emphasize this difference, IEEE 754 refers to the fractional part of a floating-point number as a significand. Did we get a free lunch
with this extra bit of precision? No, because computational time is used to normalize numbers.

Precision of Floating-Point Numbers
Although the range of a single-precision floating-point number is about ± 10−38
to ±1038, it is important to remember that there are still only 232 distinct values.
The floating-point system cannot represent every possible real number. Instead, it approximates the real numbers by a series of points. If the result of a
calculation is not one of the numbers that can be represented exactly, what is
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stored is the nearest number that can be represented. This process is called
rounding, and it introduces error in floating-point calculations. Since rounding down is as likely as rounding up, the cumulative effect of rounding error is
generally negligible.
The spacing between floating-point numbers is not constant. Clearly, the difference between 0.10 × 21 and 0.11 × 21 is far less than the difference between
0.10 × 2127 and 0.11 × 2127. However, if the difference between numbers is expressed as a percentage of the number, the distances are similar throughout the
range, and the relative error due to rounding is about the same for small numbers as for large.
Not only are there real numbers that cannot be expressed exactly, there are
whole ranges of numbers that cannot be represented at all. Consider the real
number line as shown in Figure 1-9. The number zero can be represented exactly because it is defined by the standard. The positive numbers that can be
represented fall approximately in the range 2–126 to 2+127 for single-precision
floating point; the longer formats have more exponent bits, and so larger range.
Numbers greater than 2+127 cannot be represented; this is called positive overflow. A similar range of negative numbers can be represented. Numbers to the
left of that range cannot be represented; this is negative overflow.

Figure 1-9
Representable floating-point numbers
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There is also a range of numbers near zero that cannot be represented. The
smallest positive number that can be represented in normalized form is 1.0 ×
2−126. The condition of trying to represent smaller numbers is called positive
underflow. The same condition on the negative side of zero is called negative
underflow. Prior to IEEE 754, manufacturers just set such results to zero or
signaled an error exception. The IEEE standard provides a more graceful way
of handling such conditions: the requirement that numbers be normalized is
relaxed near zero. The exponent is allowed to become zero, representing 2−127,
the implicit one at the left of the binary point becomes a zero, and the fraction
part is allowed to have leading zeros. Such a number approaches zero with increasing loss of significant digits.

A caution about loss of precision
The floating-point standard is designed to be robust, that is, to give reasonable
results for most computations. There’s one area where caution is required, and
that is addition or subtraction of numbers of significantly different sizes. That
is because one of the numbers must be denormalized to make their exponents
the same. The process of denormalizing causes loss of precision. For a concrete
example, consider calculating the average height of 50 million people. The
straightforward approach is to add all the heights, then divide by 50 million.
That will give an incorrect answer with single precision numbers because, as
the sum gets large enough that its exponent is greater than that of the individual
observations, loss of precision occurs. The last additions are likely to increase
the sum very little if at all. There are techniques for handling such a situation.
(Kahan, 1965)
When two nearly equal numbers are subtracted, the difference is formed of the
lowest-order parts of the numbers. If the two values are exact, then no error is
introduced by the subtraction. However, if the low-order parts are imprecise as
a result of rounding, the difference after subtraction may consist only of the
parts in error. Goldberg (1991) calls this catastrophic cancellation.
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Special Values in IEEE 754
Each of the IEEE 754 formats provides a way to represent special numbers in
addition to the regular normalized floating-point format. An exponent of zero
with a non-zero fraction is the denormalized 25 form discussed above to handle
positive and negative underflow. A number with both exponent and fraction of
zero represents the number zero. Both positive and negative representations of
zero are possible.
Positive and negative overflow are handled by providing a representation for
infinity. This is a positive or negative sign bit, an exponent of all ones, and a
fraction of zero. This representation is also used for the result of division by
zero. Arithmetic operations on infinity behave in a predictable way.
Finally, all ones in the exponent and a non-zero fraction represents Not a Number, also called NaN. Arithmetic on NaNs also behaves in a predictable fashion.

Representing Symbols – Encoding Systems
Humans communicate using not only numbers, but also languages, alphabets,
symbolic notation, sounds, images, and gestures. Computers deal only with binary numbers; everything stored or processed by a computer must be represented as a binary number. Alphabets and symbols are represented in
computers as codes; that is, the representable graphemes 26 in a symbol set are
represented by binary numbers. 27 In addition to the printable, or visible symbols, a code set needs control characters like the ENTER character that completes
a unit of text. Such an encoding system is called an alphanumeric code.
There are two important considerations in designing an alphanumeric code
system: the number of codes and the collating sequence. The number of codes
possible in any coding system is determined by the number of bits used for the

25 Numbers in denormalized format are sometimes called subnormal.
26 A grapheme is the smallest unit of the writing system of a language, a character or character-like symbol.
27 Not every grapheme is necessarily representable in a given alphanumeric code; some early code sets did
not include lowercase Latin letters, for example.
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code. If an alphanumeric code uses eight bits, it is limited to 28, or 256 characters. In the 21st century, a coding scheme, UTF-8, with a variable number of bits
is in common use. UTF-8 is described below.
The collating sequence defines the order of characters within the coding
scheme. In early coding schemes, it was sufficient to assign a larger code number to the letter B than to A, for example, and sort using the binary values. As
encoding schemes became more complex, sorting programs needed rules for
such things as handling upper- and lowercase letters.

ASCII and ISO 8859
At first, computer manufacturers invented their own encoding schemes for alphanumeric data. One of the first widely-adopted standard code sets was the
American Standard Code for Information Interchange, or ASCII. 28 The first
ASCII standard was published in 1963. ASCII had its roots in encoding schemes
for electromechanical teletypewriters. Because data transmission was slow and
therefore expensive, teletypewriters, and ASCII, used a seven-bit code, the fewest bits to represent English text without the use of shift codes 29. That allowed
for 27 or 128 characters. There were 95 printable characters, including the upper
and lowercase Latin letters, the ten digits, punctuation, special symbols and diacritical marks, and 32 control characters. Even though seven bit characters
were distinctly awkward for computers even at the time, ASCII was widely
adopted.
Led by IBM’s System 360, computer manufacturers settled on eight bits as the
smallest addressable unit of memory. This eight-bit unit was called a byte or
octet, and it became common to store one seven-bit ASCII character per octet.
Since one octet can hold one of 256 values and ASCII needed only 128 of them,
computer manufacturers and operating system developers used the remaining
128 positions for things like line-drawing characters and smiley faces. Different

28 Pronounced ASS-key.
29 A shift code is a transmitted code roughly analogous to the CAPS LOCK key on a computer keyboard. Shift
codes are undesirable because an error in receiving a shift code garbles the rest of the message.
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ways of assigning the 128 extra characters were called code pages, and data written using one code page but read using another would be garbled. The Japanese
word mojibake 30 is used to describe that condition. In modern computer systems, an unrecognized character is likely to be presented as �, the Unicode
replacement character, used to replace an unrecognized or unrepresentable
character.
Not only did code page problems lead to mojibake, the 52 upper and lowercase
Latin letters are not enough even for Western languages. Some languages have
additional letters, and most use diacritical marks far more extensively than does
American English. Computer manufacturers wanted to sell their products internationally, so code pages proliferated until there were hundreds of them, not
all of which were the same even in the first 128 positions.
The ISO 8859 standard, developed in the mid-1980s, standardized the “upper
half” of the available eight-bit characters by adding another 96 printable characters. The “lower half” was identical to ASCII to make the transition from
ASCII to ISO 8859 easier. Programs and data that used only the 128 ASCII characters could use ISO 8859 transparently. However, an extra 96 characters do
not come close to covering even Western languages, so ISO-8859 standardized
15 “parts” that are equivalent to code pages, and which have the same potential
to cause mojibake. The ISO 8859 part best suited to U.S. English is ISO 8859-1
Western Latin. A document composed using ISO 8859-8 Latin/Hebrew would
have all characters above 128 garbled if interpreted as ISO 8859-1. East Asian
scripts and many other languages were not covered at all.

Unicode
Even before the ISO 8859 standard was complete it was clear that no set of 256
characters could solve the problem of multilingual representation, nor were 256
characters sufficient for East Asian languages. In 1980 the Xerox Corporation
had developed a 16-bit character coding system, XCCS, with the symbols required for many languages, including the Chinese, Japanese, and Korean (CJK)
writing systems. Joe Becker from Xerox, along with others from other computer
30 Mojibake (文字化け) means “character transformation” in Japanese.
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companies, began work on a coding system that could represent the symbols
used for all modern languages in a single code set that came to be called
Unicode. 31 That group was incorporated as the Unicode Consortium in 1991
and published their first standard in two volumes, in 1991 and 1992.
Unicode defines numeric code points, each of which represents an abstract
character 32 without reference to how that character will be rendered when displayed and connected only indirectly with how it will be represented in computer storage. Code points are referred to by the letter U, a plus sign, and the
hexadecimal number of the code point, like U+0041 for the Latin uppercase A.
For ease in conversion, the first 256 Unicode code points are identical to ISO
8859-1.
Each code point has a number of properties that are defined in the standard,
such as a name, guaranteed to be invariant since Unicode 2.0, direction 33 of
script, case value, whitespace characteristics, and punctuation characteristics.
These properties are intended to be used when deciding how to render each
code point.
Unicode code points are just numbers. How they are represented in computer
storage is called a transformation format. Unicode characters were at first represented in storage as 16 bit numbers using two bytes per character in a coding
scheme called UCS-2. 34
The Unicode Consortium’s members had estimated that there were fewer than
214 (16,384) frequently-used symbols in all the languages in current use. They
soon found that “rarely-used” did not mean inessential. Moreover, people who
studied ancient languages wanted to represent them in computer files. The
number of code points soon exceeded the capacity of a 16-bit value. The successor to the USC-2 format, UTF-16 (16 bit Unicode Transformation Format)
Unicode defines a set of surrogate code points that signal a second 16-bit value
31 The Remington-Rand Corporation developed a computer language called UNICODE for Univac computers in the 1950s. The coding system describe here is entirely different.
32 Graphemes or grapheme-like language units
33 Some languages, like Arabic and Hebrew, are written from right to left.
34 Strictly speaking, UCS-2 was a part of ISO standard 10646.
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follows. By using 32 bits in those cases, it is possible to represent the more than
1.1 million possible code points in Unicode.
Unicode code points are divided into 17 planes, numbered zero to 16, each of
which could potentially hold 216 (65,536) code points, for a total of over 1.1 million code points. Plane zero, the basic multilingual plane, has 55,444 of the possible 65,536 code points defined. The remainder are surrogate code points, code
points reserved for private use, and a small number of unallocated code points.
Plane zero defines code points for most of the characters used in modern languages.
Plane one, the supplemental multilingual plane, defines code points for historic
scripts, musical, mathematical, and other notations, game symbols, emoji, and
some modern scripts. Plane two, the supplemental ideographic plane, defines
code points for CJK ideographs not included in plane one. The remaining
planes are unassigned, reserved for private use, or define CJK points for nongraphical characters.

Problems with double-byte character sets
An obvious problem is that, for information which could be represented in
ASCII or ISO 8859, everything takes twice as much space with 16-bit characters.
A more serious problem is that different computer hardware architectures handle 16-bit values differently. Some store the most significant byte at the first
(lowest) address and the least significant byte following, an architecture called
big-endian. 35 Little-endian architectures store the least significant byte first. A
file written on a machine with big-endian architecture would be unreadable if
opened on a machine with little-endian architecture and vice-versa. To address
this problem, UTF-16 defines a byte order mark, hexadecimal FEFF, that may
appear as a “magic number” at the beginning of files written using UTF-16. If
the byte order mark is found to be reversed, there is an architecture incompatibility, and the byte order mark and everything following must have its octets
reversed. Scanning a character string or finding a particular position within the

35 The terms big-endian and little-endian were introduced by Danny Cohen in 1980 and were drawn from
Jonathan Swift’s Gulliver’s Travels.
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string is complicated by having some 16-bit characters and some 32-bit characters.

UTF-8
The difficulties with multi-byte coding systems led to a search for a suitable
byte-stream encoding of Unicode. In 1992, David Prosser of Unix Systems Laboratories submitted a proposal for a byte-stream encoding. Two more people
with background in the Unix operating system at Bell Labs, Ken Thompson and
Rob Pike, designed an improved Unicode transformation format for Unicode,
UTF-8. UTF-8 uses one to four octets per character as shown in Figure 1-10. If
the first bit of the leading octet is a zero, the character is encoded in the remaining seven bits and only one octet is used to encode the character. If the first bit
of the leading octet is a one, the number of ones prior to the first zero is the total
number of bytes, including the leading byte. The remaining bits of the leading
byte encode a part of the character. The remaining bits of the character are encoded in continuation bytes, each of which starts with a 10 bit pattern and encodes six bits of the code point.

Bits

Last Code
Point

Leading
Octet

Byte 2

Byte 3

7

U+007F

0xxxxxxx

11

U+07FF

110xxxxx

10xxxxxx

16

U+FFFF

1110xxxx

10xxxxxx

10xxxxxx

21

U+10FFFF

11110xxx

10xxxxxx

10xxxxxx

Byte 4

10xxxxxx

Figure 1-10
Structure of UTF-8

The first 128 code points of Unicode are identical to ASCII. That means that an
ASCII-encoded file is also valid UTF-8. That accounts for a huge amount of
existing data. Two octets, eleven bits, cover the European languages, including
the Greek, Cyrillic, and Hebrew alphabets. UTF-8 is self-synchronizing; it is
never possible to confuse a leading octet with a continuation octet or vice-versa.
At any point in a UTF-8 octet stream, a leading octet can be found by moving
at most three octets forward or backward. However, many Asian scripts that
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can be represented in 16 bits with UTF-16 required three octets when represented in UTF-8. That is a serious problem because far more people use Asian
scripts than European.

Sounds, Images, and Video
Humans communicate using numbers and symbols, but also using sound, images, and moving images. In computer storage, only binary values are available
to represent data, so sound, images, and video are stored as numbers. Often the
representations are approximate, but, as with any numbers, we can achieve arbitrarily high precision by using more storage.

Sounds
Sounds are inherently analog, that is continuously varying. When sounds are
captured with a microphone, the resulting electrical signal is also continuously varying; it is
analogous to the pressure waves that are the
sound. If you captured a fraction of a second of
speech using a microphone and displayed the
electrical signal on an oscilloscope, it might
look like the waveform in Figure 1-11. Sound
Figure 1-11
waves and their electrical analogs have two diAmplitude and frequency
mensions, frequency (pitch) and amplitude
of a sound wave.
(loudness), each of which can vary independently over time. Frequency is measured in Hertz (Hz), cycles per second. Amplitude is measured in decibels; the
scale is logarithmic. 36
To store or process sounds with a computer, the sound signals must be encoded
as digital data. Encoding is done by sampling the amplitude of the sound waveform at regular intervals. The number of bits in each sample, the bit-depth,
determines the precision with which the sample is encoded. More bits per sample means smaller sampling error and so higher quality sound.
36 You may see units of dBA, A-weighted decibels, reflecting an adjustment for how the human ear responds. Units of dBA are used to indicate how loud a sound must be to damage hearing.
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The maximum frequency that can be reproduced is determined by the number
of samples per second. The Nyquist-Shannon sampling theorem states that
one must sample at twice the maximum frequency to be reproduced.

Figure 1-12
Encoding a sound signal

Figure 1-12 shows how a sound signal is encoded. Horizontal lines on the grid represent the bit-depth; vertical lines represent
the sampling rate. The original signal is
shown in gray, and the reproduced signal in
black. Increasing the bit-depth or the sampling rate, or both, makes the reproduced
signal closer to the original. However, increasing either or both also increases the
number of bits stored and the bit rate of
playback. The bit-depth and sampling rate
are different for different applications.

A healthy human ear can hear sounds up to about 20,000 Hz. To reproduce
those sounds, the original signal must be sampled at least 40,000 times each
second. That’s why, for CDs, the sampling rate is 44,100 samples per second. A
CD uses a depth of 16 bits and two stereo channels. The number of bits per
second is 44,100 × 16 × 2 = 1,411,200 bits/second for storage and playback.
About an hour of uncompressed music can be stored on a CD.
For a telephone call, it is necessary that voices be understandable and recognizable. Reproducing frequencies up to 4,000 Hz with a bit-depth of 8 bits is
sufficient. Telephone channels are engineered for 8,000 samples of eight bits
per second, so 64,000 bits per second for storage or playback.

Compression
The storage required for audio data can be reduced by compressing the data.
There are two major categories of compression algorithms. Lossless compression takes advantage of similarities in the data to compress in such a way that,
when decompressed, produces an exact duplicate of the data before compression. Lossy compression takes advantage of the way the human ear perceives
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sound to discard the less critical parts of the original signal. In computer systems, compression and decompression are accomplished by software or hardware modules called codecs. The mathematical details of compression are
beyond the scope of this book.

Images
Images are stored as collections of numbers that specify what a display device
or printer will produce. Images are stored as bitmap images or vector images.

Bitmap images
If you look closely at a computer
screen, you will see that the images on
the screen are composed of a matrix of
tiny dots. This matrix is called a bitmap, 37 and each dot is called a picture
element, or pixel. The number of pixels
per unit area is the resolution of an imFigure 1-13
age, and the number of bits per pixel is
(a) High-resolution image
called the color depth. Resolution is (b) Low-resolution image showing pixilation.
generally specified as dots per inch, or
DPI. Although image files can contain resolution information, when the image
is displayed on a screen, it is the resolution of the screen that controls how images are displayed. If one displays an image with a resolution of 300 DPI on a
monitor with 72 DPI resolution, one will get a really big image displayed at 72
DPI.
To the monitor, a pixel is a pixel, and the resolution of the monitor is determined by its design.
Conversely, if a bitmap image is expanded without additional processing, the
individual pixels become prominent, an effect known as pixilation. Figure 1-13
(b) is an example of pixilation.
37 Bitmap images are sometimes called raster images in reference to the scan lines on a display. “Bitmap” is
a general term for an array of bits. A bitmap image is an image represented as a bitmap.
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Apple’s “retina” displays and high-resolution displays from other manufacturers have high enough resolution that one generally cannot see the dots at normal viewing distance.

Color
If each pixel is represented by a single bit, one has a black and white image. That
is inadequate for most uses. For monochrome images, it is more common to
use eight bits per pixel to produce a grayscale image with 256 levels from white
to black.
Color images are more common than grayscale. The most common model fo
color images on displays the RGB color model, in which red, green, and blue
are represented using eight bits each. That allows for 16,777,216 distinct colors.
Humans can distinguish more colors, particularly in hues of green, but the RGB color
model is sufficient for photo-realistic images.

Figure 1-14
The RGB Color Model

A combination of red and blue produces magenta; red and green produce yellow, blue
and greed cyan, and all three together produce white. By varying the intensity of the
three colors, any of the 16 million possible
colors can be produced.

An extension to the RGB color model adds a
fourth eight-bit quantity, the alpha channel, which describes the transparency
of the pixel, from fully transparent to fully opaque. That makes each pixel 32
bits, which is convenient for 32- and 64-bit computer architectures.
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The RGB color model is an additive color model, suited to emitted light such as
one finds with display screens, but not to reflected light. Color printing on paper depends on reflected light and needs a subtractive color model. The complementary colors to red, green, and blue
are cyan, magenta, and yellow. Printed images use a CMYK color model, cyan, magenta, and yellow, with a separate color for
black. The black ink is necessary because
equal parts of cyan, magenta, and yellow
do not produce a true black color.
The gamut of a color model refers to the
number of colors that can be displayed.
Figure 1-15
The gamut of the RGB color model is
The CMYK Color Model
larger than that of the CMYK model,
which means that not every color that can be displayed can also be printed.
Some color printers expand the gamut of printable colors by using additional
inks that are lighter shades of cyan and magenta. In commercial printing, it is
common to use non-primary “spot” colors.

Bitmap Image formats
There are many ways of arranging bitmaps for processing and display. These
are called file formats. Among the most common are JPEG, GIF, and PNG.
The JPEG format and name come from the name Joint Photographic Experts
Group, who designed a file format that considered the characteristics of the human eye. It allows for lossy compression with minimal degradation of the visible image. However, at high levels of compression, wave-like artifacts can
appear in what should be areas of a single color. The jpeg format is best suited
to photographs; it should be avoided in artwork with large areas of one color.
The JPEG standard is still under active development.
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The GIF 38 format was introduced by CompuServe in 1987 to allow for color images on the CompuServe platform. In its basic form, a GIF file contains a palette
of 256 24-bit colors, one of which could be transparent, with each pixel in the
file selecting one color of the 256. That meant each pixel needed only eight bits,
but also limited the number of colors in an image to 256. Extensions to the format allowed for more colors, and for storing animations. The GIF format produces small files and is useful for simple artwork and animations.
The GIF format employed a patented compression algorithm, although CompuServe was apparently unaware of the patent at the time. There was controversy when the patent owner, Unisys Corporation, decided to enforce the
patent and collect license fees. The United States patent expired in 2003. Patents
in other countries have also expired.
The PNG 39 format was developed in part because of the patent problems affecting GIF images. Files in the PNG format can be formatted with a color palette
and indices into the color palette, similar to the GIF format, or with color information for each pixel. The format provides for both color and grayscale files,
with or without an alpha (transparency) channel.
The WebP file format is a derivative of the WebM
format for video, discussed below.

Vector images
Vector images are stored very differently from bitmap images. Instead of storing information about
individual pixels, vector images store a mathematical description of the image. For example, a line is
represented by the locations of the two endpoints,
the stroke width, and the color. Very complex images can be represented as vector images using

Figure 1-16
Vector graphic example

Wikimedia Commons
Tonchino

38 “Graphics Interchange Format.” According to the inventors of the format, it’s pronounced “Jif,” like the
brand of peanut butter.
39 “Portable Network Graphics.”
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mathematical functions called splines. Vector images must be “rasterized,” that
is, converted to an array of pixels, for printing or display.
One of the most useful features of vector images is that they can be scaled larger
or smaller without loss of quality. Curves and lines do not exhibit the aliasing 40
effect seen in parts of bitmap images. In addition to scalability, vector graphics
files can be smaller than similar bitmap images. The example in Figure 1-16 is
in the Scalable Vector Graphics format and is less than seven KiB. The same
image in PNG format is 172 KiB. The advantage diminishes as images become
more complex.
There are dozens of vector image file formats, many of them proprietary to
makers of graphic software. The most common open format is scalable vector
graphics, or SVG. The scalable vector graphics format is a World Wide Web
Consortium standard. The W3C began development of the standard in 1999.
An SVG file encodes image objects using XML 41 text, which means SVG files can
be compressed using the same techniques as other text files. The SVG standard
includes provision for interactivity by defining events like “onmouseover,” and
for animated images.

Video
The appearance of motion in images is achieved by showing a rapidly-changing
series of static images, each of which is slightly different from its predecessor.
These images are called “frames.” Human persistence of vision converts this
into an illusion of continuous motion. Motion pictures on film show 24 frames
per second, with each frame being displayed for about 41 milliseconds. In the
United States and Japan, television shows 30 frames per second; elsewhere television is 25 FPS. Other frame rates are possible and used in special cases. The
quality of a video image is determined by the number of frames per second and
the number of scan lines. A 1080P television will have 1,080 scan lines and pro-

40 Aliasing is the stair step effect seen on curves and on lines that are not horizontal or vertical.
41 Extensible Markup Language.

56

Representing Information
gressive scan. The width of each line is determined by the aspect ratio, commonly 16:9, so a horizontal resolution of 1,920 pixels. Newer televisions typically have higher resolution.
As with sound, the images that make up video are encoded and compressed for
storage with codec software, or sometimes with specialized hardware. There are
dozens of video codes, some of which use proprietary or patented technology.
A video file is a container that holds images, sound, possibly metadata like subtitles, and possibly information for digital rights management. It is the job of
the media container to assure synchronization of sound and image.
There are several current and important video container formats. The MPEG-4
format is the most widely used format for content delivered over the Internet.
The WebM format is an open format developed by Google specifically for delivery of video content over the Internet. Its compression formats were designed
to decompress with low computational requirements, permitting video on mobile devices.

Summary of Learning Objectives
This section of the chapter tells you the things you should know
about, but not what you should know about them. To test your
knowledge, discuss the following concepts and topics with a study
partner or in writing, ideally from memory.
Everything that happens inside a modern digital computer consists of operations on binary numbers. The binary number system is a positional number
system based on powers of two. Digits of a binary number are called bits. Binary
circuits are used in computers for reliability, and binary numbers are used to
maximize the expressive power of binary circuits.
Computers do arithmetic on fixed size words and follow the rules of finite-precision arithmetic. Overflow is the condition that a result will not fit in the intended space. In binary addition, a carry occurs whenever a partial sum is
greater than one. Negative numbers are represented in two's complement form.
Subtraction is covered by the subtraction rule.
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Floating-point numbers are used to represent very large and very small numbers. The essential idea of floating-point is separating the precision and magnitude of numbers. Except in special cases, floating-point numbers are stored in
normalized form. Floating-point numbers are rounded to the nearest representable number. Numbers too large to represent are called overflow; positive
overflow for positive numbers and negative overflow for negative numbers. Underflow is the case that a number is too close to zero to represent. There is both
positive underflow and negative underflow.
Certain operations that require one operand to be denormalized can cause loss
of precision in floating-point operations.
The IEEE 754 standard defines special values for zero, positive and negative
overflow, and not a number. Arithmetic on these special values behaves in a
predictable way.
Symbols such as alphabets are stored by encoding each symbol as a number.
Such a code is called an alphanumeric code. The alphanumeric code in modern
use is Unicode. There is a huge amount of data stored in earlier formats, including ASCII and ISO 8859. Incompatibilities between code sets caused mojibake.
The first 256 Unicode code points were assigned in such a way as to be compatible with those earlier files. Storing Unicode code points in 16-bit numbers
caused difficulty because of the incompatible storage of different computer architectures. The UTF-8 transformation format uses a variable number of bytes
to store any of the more than 1.1. million Unicode code points.
Sounds are stored by sampling analog signals. The maximum frequency that
can be reproduced is determined by the sampling rate, as given in the NyquistShannon sampling theorem. For a given frequency range, the quality of sound
is determined by the number of bits per sample, called the bit-depth. Sound
signals can be compressed using a number of different algorithms. Codecs are
software and sometimes hardware that compress and decompress sound.
Images can be stored in bitmap or vector format. Bitmap images store a number
of bits for each pixel in the image. Color images store numbers for the red,
green, and blue components of each color, and sometimes a fourth value that
tells the degree of transparency. High quality images require high resolution,
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that is, many pixels per inch, and 24 or 32 bits per pixel. Like sounds, bitmap
images can be compressed and decompressed using codecs.
Vector images describe the components of the image mathematically instead of
representing each pixel. As a result, vector images can be scaled up or down
without loss of resolution. A widely used format for vector images is Scalable
Vector Graphics.
Moving images take advantage of human persistence of vision by showing a
rapidly changing sequence of static images. Each static image is called a frame.
A video file is a container for image files, synchronized sound files, and possibly
metadata. The MPEG-4 format is widely used.
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